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9 0  M I N U T E S

Tutorial agenda

5 min Welcome, tutorial account check, environment overview Logistics

10 min Role of science gateways and portals Presentation

10 min iDLab and OneSciencePlace overview Presentation

10 min Running apps: executable, batch, VNC and web Hands-on

30 min App walk-through: creating, customizing and launching Hands-on

10 min Illustrating capabilities: complex apps and compute systems Review

10 min Publishing apps as FAIR and citable gateway objects Review

5 min Discussion, next steps and follow-up resources Q&A
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Post questions in the chat at any point. 



Account Check

Tutorial site: https://pilot.onescienceplace.org
Log in using your institutional single sign-on. 

If needed, request help via chat.



T H E  SH I F T

Research progresses interactively

Researchers develop ideas through rapid, interactive exploration of data, often in environments like 

Jupyter. These workflows are becoming steadily more data-intensive and computationally demanding.

The challenge is no longer building powerful infrastructure. It is making that 

infrastructure usable by far more researchers, educators and students.



R O LE  O F  S C I E N C E G A T E W A Y S  A N D  P O R T A L S

Who we are not reaching yet

Research computing serves a spectrum of users. The most prevalent access model is still the command line.

Programmatic users

Comfortable with scripting and APIs.

Command line users

Comfortable with the command line. Well served today.

Graphical and interactive users

Work best in browser-based, interactive environments. The largest group, 
and the least reached.

HAR D-WON  L ESS ON

We are not our target user

T HE OPPO RT UN IT Y

Available capabilities are not the constraint. Access is.

iDLab complements, it does not replace

The national investment is significant and it works. NAIRR and ACCESS resources 

are compelling; iDLab curates applications on these and assembles them into 

one interactive laboratory.



R O LE  O F  S C I E N C E G A T E W A Y S  A N D  P O R T A L S

Gateways connect three things

0 1

Instruments

Telescopes, sensors, sequencers, 

detectors and the streams they produce.

0 2

Compute and data

HPC and AI systems, allocations, archives 

and the software that runs on them.

0 3

People

Researchers, students, educators and 

staff, with the identities and groups they 

belong to.

More than an order of magnitude

The increase in access to research computing that gateways have 

delivered for the communities they serve.

T HE OT HE R HAL F  OF  TH E V ALU E

Curation, not just access

Tools and datasets prepared once by people who know them, 

then used by everyone else. The setup work happens a single 

time instead of once per user.



R O LE  O F  S C I E N C E G A T E W A Y S  A N D  P O R T A L S

What a gateway or portal actually provides

01
Browser access A launch point that needs no client install, VPN habit or terminal.

02
Curated applications Software published once by someone who knows it, then run by many.

03
Federated identity Institutional or ACCESS login, so accounts are not issued by hand.

04
Data Inputs and results tied to people with access control.

05
Provenance and publication Parameters and outputs captured, so a run can be repeated or cited.



R O LE  O F  S C I E N C E G A T E W A Y S  A N D  P O R T A L S

So why build another system

OneSciencePlace did not begin as a product. It began with a pattern that kept recurring, and an NSF recommendation to address it.

0 1

The finding

The Science Gateways Community 

Institute, NSF-funded from 2015 to 2022, 

worked with dozens of gateway projects. 

Domain gateways delivered real scientific 

impact, but were costly to maintain, slow 

to evolve and difficult to generalise 

beyond the community they were built for.

0 2

The recommendation

In 2021, NSF and reviewers recommended 

that SGCI develop a modern, modular 

science gateway platform rather than 

continue building one-off gateways.

0 3

The response

OneSciencePlace was conceived in direct 

response. Not an extension of any earlier 

system, but a synthesis of what each had 

taught, following substantial analysis of 

existing platforms and technologies.

A clean start: OSP was designed around open standards, modular integration and user-space deployment.



R O LE  O F  S C I E N C E G A T E W A Y S  A N D  P O R T A L S

What every adopter pays for

Expertise

The skills to learn and use gateway 

frameworks effectively.

Assembly

Putting the pieces together into the capability 

the community actually wants.

Access controls

Managing who may see and do what, across 

apps, data and results.

User interfaces

Building the parts that make it usable for both 

users and contributors.

Dev and ops

Staff, expertise and availability to run it, patch 

it and keep it up.

Total cost of ownership

Every item above, paid once to build and 

again every year to keep.

Multi-tenancy changes the arithmetic

One platform, many tenants. The effort above is spent once and shared, so serving hundreds of communities does not mean building and 

maintaining hundreds of systems. 



O N E S C I EN C E P L A C E A N D I D L A B

Two things, and how they relate

T HE PL ATF ORM

OneSciencePlace (OSP)
A content-centric, composable platform for building science 

gateways, HPC and AI portals, research applications and data 

publication environments through a low-code interface. Developed 

by OARC at UCLA in collaboration with SDSC and TACC.

T HE PR OJEC T  ( an  OSP  t e nant )

iDLab
Interactive Discovery Laboratory. An NSF-funded project (award 

2609583) that deploys interactive computing and data environments 

at national scale. iDLab is OSP's national-scale deployment: one 

tenant, five sites, two clouds.

P art n er  s i t es

NCSA PSC Purdue SDSC TACC
Two cloud providers

to be selected

iDLab runs as one tenant of OneSciencePlace, so the platform, orchestration and identity trust plane are reusable components of the 

ecosystem.



I D L A B  A N D  O N ES C I E N C EP LA C E

Meet stakeholders where they are

Scalability is usually argued in one direction, toward the national scale. OSP is designed to scale in both, and the same platform serves 
each level.

0 1

Individual labs and 
PIs

A focused home for a 

lab's applications, data, 

compute available to 

all members.

0 2

Educators and 
courses

Pre-configured 

applications and single 

sign-on for a class.

0 3

Campus and 
national portals

Integrates in user 

space, no privileged 

access required.

0 4

Science gateways

One or many 

applications across 

local and national 

resources.

0 5

Repositories

Publish applications, 

data and results as 

citable objects.

The same mechanics of running an application apply at every level. 

What changes is who the users are and which resources, applications, and data suit their use cases.



I D L A B  A N D  O N ES C I E N C EP LA C E

The same platform, different tenants

Quakeworx

DOM AI N G ATE WAY

Earthquake simulation and data analysis across HPC and cloud, with FAIR publication and federated 
sign-on. Built with SCEC, UIUC and Scripps. Moving from early user phase toward production.

iDLab

N ATI ON AL DE PL OY ME N T
The multi-site environment coming online in phases and in full production by Jul 2027

Course environment

C L ASSR OOM

An undergraduate physics lab course, with a roster of students running the same apps on provisioned 
resources.

Pilot site

EV AL U ATION
An open environment for trying OSP before committing to a deployment.

Over two dozen applications from the CIPRES phylogenetics gateway, since concluded, were ported to OSP, validating the platform against complex, parameter-rich 
workflows.



I D L A B  A N D  O N ES C I E N C EP LA C E

From things to content

Things

Files, scripts, images, tables, workflows 

and results, each handled by its own 

tool and each living somewhere 

different.

Content

Applications, systems, data, 

publications and documentation as one 

kind of addressable, searchable object 

on the web.

Content plus metadata

Schema.org and JSON-LD carrying 

provenance, attribution and persistent 

identifiers alongside the object itself.

FAIR in practice: findable, accessible, interoperable, reusable

Findability and accessibility align with how the web already works, so content is served by web infrastructure as it is, rather than by a separate 

system built alongside it.

Computing is a short-lived activity. It consumes content and produces content. The applications, scripts and workflows that 

produce results are content too.



I D L A B  A N D  O N ES C I E N C EP LA C E

What you configure in OSP

0 1

Apps

An application 

definition: what runs, 

where it runs, and the 

form a user fills in to 

launch it. Web, VNC, 

batch or executable.

0 2

Data

Inputs and outputs 

associated with a user, 

a group or an app, 

staged to and from the 

system that runs the 

job.

0 3

Permissions

Who can see and use 

an app, a dataset or a 

result. Private, 

restricted, all site users, 

or public.

0 4

Publication

Outputs and apps 

turned into described, 

citable objects with 

persistent identifiers.

0 5

Resources

The compute and 

storage an app runs on. 

Register a Linux host, 

an HPC cluster or a 

cloud system, and 

point apps at it.

Provenance is not on this list because there is nothing to configure. Every run records its own parameters, inputs and software 

as it happens.



I D L A B  A N D  O N ES C I E N C EP LA C E

What happens when a user clicks launch

Browser

User signs in and fills in an app 

form.

OneSciencePlace

Validates input, applies 

permissions, records the run.

Tapis

Brokers the job or session to 

the target system.

Site system

Runs the work under the site's 

own accounts and policy.

ID EN T ITY

Federated login

CILogon and Globus Auth. Users arrive with an institutional or ACCESS 

identity rather than a locally issued account.

IN T ER AC TI VE  SES SION S

Proxied back to the browser

A running Jupyter, RStudio or desktop session is reached through the 

platform, with no port forwarding or VPN on the user's part.



I D L A B  A N D  O N ES C I E N C EP LA C E

One click from browser to running application

The curated catalog running today in Quakeworx. 
iDLab will deploy a consistent catalog across the partner sites. 



Hands-on session

App launch and creation



Hands-On Tutorial:
Creating a simple app and its custom UI



App Example: Object Detection

https://github.com/OneSciencePlace/app-object-detection



App: Object Detection STEPS

1. Create an app

2. Set app details (name, ID, version, summary)

3. Set runtime details (app type, runtime, scheduler,…)

4. Specify system 

5. Configure input elements

6. Test



This is generally applicable across cases: 
• Batch App [job] to execute a Python script
• Batch App [job] for containerized execution of the Python script
• Web App to run JupyterLab and interactively execute the Python code
• VNC App to use a Linux Desktop environment to run and visualize

App: Object Detection STEPS

1. Create an app

2. Set app details (name, ID, version, summary)

3. Set runtime details (app type, runtime, scheduler,…)

4. Specify system 

5. Configure input elements

6. Test



App Creation: A Few Essentials



Essentials:  Creation via form



Essentials:  3 key app types



Essentials:  3 key runtimes



Essentials:  Varieties of input



Brief rundown of the form elements













































https://onescienceplace.org/docs/object-detection



P U B L I C A T I O N S

Making Applications a First-Class,

Citable Research Object

FAIR gateway objects, minted with persistent identifiers - DOI, ARK, or Handle



P U B L I C A T I O N S

Persistent Identifiers - Mint or Attach

01

DOI
Digital Object Identifier

The standard for journal articles - minted here 

for applications and gateway objects, not just 

papers.

02

ARK
Archival Resource Key

Common in library and archival contexts, 

giving institutions more direct control over 

identifier governance.

03

Handle
Handle System

The general-purpose identifier system that 

DOI and ARK are both built on - for partners 

who standardize on it directly.

Every identifier resolves to a stable landing page - metadata, authorship, and version history included.



P U B L I C A T I O N S

Applications: First-Class Objects, Not Attachments
Not a PDF describing an app, and not a link out to a repo - the application itself is the published object.

01 Same content architecture
Application is its own structured content type sitting right alongside Article - not a bolt-on 

system.

02 Structured metadata
Authorship, funding acknowledgment, related datasets and publications live directly on the 

object.

03 Shared governance The same revisioning and access control every other object on the platform already has.

04 Structured relationships Datasets, articles, and gateways connect through real entity relationships.



D I S C U S S I O N  A N D N E X T S TE P S

What you have now

• An account on the tutorial environment and apps you launched 
yourself

• A web, a VNC and a batch application run end to end on provided 
resources

• One application you created, with a custom form for parameters and 
inputs

WOR TH  SAY IN G  OU T  L OU D

None of this required a terminal

The same steps apply whether the target is a campus 

cluster, an ACCESS resource, a NAIRR allocation or a 

cloud instance. What changes is the system record, 

not the workflow.



D I S C U S S I O N  A N D N E X T S TE P S

Three ways to go further

EX PLOR E

The pilot site

Keep experimenting after today. Build an 

app, register a system, publish an output, 

show a colleague.

DI SC U SS

Your own portal or gateway

Course environment, lab portal, science 

gateway, campus service or consortium 

deployment. Share your requirements.

G ET  I N VOL V ED

iDLab as it comes online

We are inviting users, stakeholders, 

institutions, resource providers and 

other projects to take part as sites come 

online.

Different paths, same conversation. Tell us the situation and we will work with you on potential options



D I S C U S S I O N  A N D N E X T S TE P S

Follow-up resources

O S P  P LA TF O RM

onescienceplace.org

I DLA B P RO J EC T

idlab.onescienceplace.org

C O N TA C T

osp@oarc.ucla.edu

Slides, the app creation exercise and the tutorial environment stay available after the session.



Questions 

iDLab, custom portal, gateways, workshops, data repositories.

Reach out to us at osp@oarc.ucla.edu

This work was funded by the National Science Foundation through the iDLab project (award 2609583), the Quakeworx project (awards 2603524, 2311206, 2311207, 2311208), and the Science 

Gateways Community Institute (award 1547611). Any opinions, findings, conclusions or recommendations expressed in this material are those of the authors and do not necessarily reflect the 

views of the National Science Foundation.


	Slide 1
	Slide 2
	Slide 3
	Slide 4
	Slide 5
	Slide 6
	Slide 7
	Slide 8
	Slide 9
	Slide 10
	Slide 11
	Slide 12
	Slide 13
	Slide 14
	Slide 15
	Slide 16
	Slide 17
	Slide 18
	Slide 19
	Slide 20
	Slide 21
	Slide 22

